
MATH 415, WEEK 4:
Numerical Methods

We now imagine ourselves in the following situation:

– We want precise quantitative information about the state of our
system, but we do not have the means to derive the solution explicitly.

This is a situation which arises frequently in applications, for instance, when
modeling the weather, the orbits of satellites and celestial bodies, and bio-
chemical pathways within cells. These models are too complex to expect
manageable solutions; however, only long-term and steady state infor-
mation is provided by our qualitative methods. This is insufficient to an-
swer questions about the transient behavior of the systems such as, for
instance, the expected state of the weather tomorrow, or the time at which
at a particular metabolite is undergoing the greatest change.

This motivates the third approach we will use to analyze differential
equations: numerical procedures. In this method, we attempt to make
a large number of simple calculations in the hopes of building a numeral
solution x̃(t) which approximates the actual solution x(t) well over some
fixed interval. We will only briefly consider the details of how to truly
approximate a solution “well” (this is the subject of courses in numerical
methods, e.g. Math 514, Math 615). Our focus will be on application and
interpretation.

The numerical approach differs from our previous two approaches in
that most of the math we will do will be the kind that can be done on a
calculator—or even better, a computer. For all but the simplest of examples,
we will make use of the computational software program MATLAB. I will
provide the relevant code, but you should get comfortable with the MATLAB
interface, running scripts, and changing parameters to produce more varied
behavior and plots.

1 Forward Euler Method

We start by formally stating the problem. Consider the first-order au-
tonomous differential equation with a given initial condition

dx

dt
= f(x), x(0) = x0 (1)
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and suppose we cannot find, or are otherwise disinterested in, the analytic
solution x(t).

To date, we have only considered the sign of f(x) since this tells us
whether x(t) is increasing, decreasing, or stationary (i.e. flat) at the time t.
We realize, however, that f(x) also tells us how much x(t) is increasing or
decreasing at t. Consider the following intuition:

1. The slope of the solution x(t) agrees locally with the value of f(x(t))
at the point x(t).

2. So long as f(x) is smooth, over small intervals 0 < ∆t � 1 the value
of the slope does not change much.

It follows that, if we start at x(0) = x0 then the solution x(t) over a small
enough increment ∆t is well approximated by a straight line with slope equal
to the value of f(x). We can quickly apply the equation for a line to see
that this new point is

x(∆t) ≈ x̃(∆t) := x1 = x0 + f(x0)∆t.

This is just a refinement of our qualitative intuition: for example, if f(x) is
positive, the solution x(t) as a small time step forward must be greater than
at the current point. The value of f(x0) just quantifies how much greater it
should be!

We now carry this intuition forward. At this new point x1, the vector
field has changed, but so long as the increment ∆t was small it probably
has not changed much. So we continue this process from x1, using the
updated value of the vector fields f(x1), to produce a new point x2 along
our approximate solution x̃(t)—and so on (see Figure 1).

This method is called the forward Euler’s method and is given explicitly
by the formula

x̃(n∆t) := xn+1 = xn + f(xn)∆t. (2)

This formula corresponds exactly to the intuition was offered above. At a
state xn, we compute the next state xn+1 by considering the current state
and updating by the slope of the vector field at that point (f(xn)) over a
small increment (∆t).

There are several very important notes worth making about this proce-
dure:

1. Beyond a few iterations, this is not a process we want to do by hand!
As computers have become more wide-spread over the last fifty years,
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Figure 1: The forward Euler method traces out a solution by jumping for-
ward in increments of ∆t along arrows of the vector field.

the emphasis in applied mathematics has shifted significantly to-
ward numerical methods. It is arguably the most studied topic in the
field.

2. Regardless of how carefully we apply numerical methods, each step in
the process has a small error associated to it. How do we guarantee
that these errors do not accumulate over the thousands of steps we may
take to produce a wildly inaccurate approximation x̃(t)? We will not
investigate these concerns too deeply but we will make the following
notes about ways to increase accuracy:

(a) Choose a smaller time step ∆t.

(b) Choose a better numerical scheme (forward Euler is excellent for
an accessible introduction to the topic, but terrible for bounding
this accumulation of errors!).

3. Numerical integration has two significant drawbacks when compared
to the analytic and qualitative approaches:

(a) it requires a specified initial condition; and

(b) it requires specified parameter values.

It is very much a black box procedure. When carefully applied, it can
suggest whether a model permits certain behavior (e.g. stability of
fixed points, finite-escape time, oscillations) but it can only do so for
one trajectory at a time. Change the initial condition or parameter
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values slightly, and the procedure must be run again to produce an-
other approximate solution x̃(t). There is no guarantee that these two
solutions will behave the same way.

4. The forward Euler formula (2) may be derived in a number of ways:

(a) Consider taking the Taylor series expansion of the solution
x(t) at the point t. We have

x(t + ∆t) = x(t) + x′(t)∆t + O(∆t2)

= x(t) + f(x(t))∆t + O((∆t)2)

where we have use the original differential equation x′(t) = f(x(t))
in the second line. Assuming that 0 < ∆t� 1, we may ignore the
terms (∆t)2 and higher to get the update scheme (2). (Note that
this approach also tells us that error produced is on the order of
(∆t)2.)

(b) Consider expanding the derivative in x′(t) = f(x(t)) to get

x′(t) = lim
∆t→0

x(t + ∆t)− x(t)

∆t
= f(x(t)).

If we take 0 < ∆t� 1, we may drop the limit to get

x(t + ∆t)− x(t)

∆t
≈ f(x(t))

=⇒ x(t + ∆t) ≈ x(t) + f(x(t))∆t.

This again justifies update scheme (2).

(c) We could consider the integral form of x′(t) = f(x(t)) evaluated
from t to t + ∆t:∫ t+∆t

t
x′(s) dx =

∫ t+∆t

t
f(x(s)) ds

=⇒ x(t + ∆t)− x(t) =

∫ t+∆t

t
f(x(s)) ds

=⇒ x(t + ∆t) = x(t) +

∫ t+∆t

t
f(x(s)) ds.

It remains to approximate the integral on the right-hand side.
The easiest approximation choice is the rectangular rule which
estimates the area under the curve by a rectangle with the width
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of the interval (∆t) and the height given by one of the endpoints
of the inteval [t, t + ∆t] (we can choose f(x(t))). It follows that,
as expected, we have

x(t + ∆t) = x(t) +

∫ t+∆t

t
f(x(s)) dx ≈ x(t) + f(x(t))∆t.

Example 1: Use the forward Euler method with values ∆t = 0.5, ∆t =
0.1, and ∆t = 0.01 to approximate the value of x(1) for the initial value
problem

dx

dt
= x, x(0) = 1.

Compare how close these values are to the exact value of x(1) = e.

Solution: We know that this initial value problem has the unique solu-
tion x(t) = et so we may compare the numerical solutions not only to one
another but to the exact error-free solution. We will not generally have this
possibility when considering numerical methods.

We start by considering the case ∆t = 0.5. We can check quickly that,
in order to approximate x(1) we will only need to take two steps. Formally,
if we want to determine the number of steps needed to approximate a value
at time t, we can rearrange n∆t = t to get

n =
t

∆t
.

We can quickly compute the first few values. We have

x̃(0.5) = x1 = x0 + f(x0)∆t

= (1) + (1)(0.5)

= 1.5

and

x̃(1) = x2 = x1 + f(x1)∆t

= (1.5) + (1.5)(0.5)

= 2.25.

We can compute the values for ∆t = 0.1 and ∆t = 0.01 in the same way;
however, we should pause to note that we will require n = 10 and n = 100
computations, respectively. Even though each one of these computations is
easy to make, this would require a lot of work! Fortunately, our computers
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Figure 2: The forward Euler scheme with ∆t = 0.5 (green), ∆t = 0.1 (blue)
and ∆t = 0.01 (red). As the ∆t decreases, the accuracy of the estimate
to the true solution x(t) = et increases, at the expense of needing greater
computation resources. Figure plotted with MATLAB.

can perform this repetitive task very quickly. The results are contained in
Figure 2.

We can also compare the results for various step-sizes ∆t. Recall that
we wanted to approximate the value x(1) = e = 2.718281828459046. We
have the following results, with ∆t = 0.001 thrown in for good measure:

∆t x̃(1) error steps

0.5 2.25 0.468281828459046 2
0.1 2.5937424601 0.124539368359045 10
0.01 2.704813829421526 0.013467999037520 100
0.001 2.716923932235896 0.001357896223150 1000

Table 1: Performance of the forward Euler numerical method for various
values of ∆t.

While the numerical solutions appear to converge quickly in Figure 2 to
x(t) = et, this table makes it very clear how quickly they converge. Roughly
speaking, if we want to increase the accuracy of our establish by a single
decimal place, we need to decrease our step size ∆t by one decimal place
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(corresponding to an increase in the number of computations needed by a
factor of 10!). In fact, this is what is meant when we say that the forward
Euler method is O(∆t). We will see that this convergence is exceptionally
slow. If we are to extrapolate from estimates in the table, to get an estimate
which is accurate to all 15 decimal points shown, we will need to perform
somewhere on the order of 10 quadrillion (10 million billions) computations.

2 Improved Euler Method

We have seen that we can improve the accuracy of a numerical solution
x̃(t) by decreasing the step-size ∆t. We can also decrease our error by
constructing a numerical scheme which generates less error per step.

One simple modification we can make is to note that, for the forward
Euler method, the greatest disparity in actual and approximate slope is at
the second end point. It is intuitive to suppose that if we took an averaged
slope over the interval, we would obtain a better estimate of the solution
through the interval t to t + ∆t. This gives rise to the improved Euler
method

k = xn + f(xn)∆t

x̃(n∆t) = xn+1 = xn +
1

2
[f(xn) + f(k)] ∆t

(3)

where k is a number to be computed at each time-step corresponding to
the trial value at the second endpoint. It can be shown that this method
converges faster as ∆t is decreases than the forward Euler method (2). In
fact, it is an O((∆t)2) method so that each decimal place of precision gained
in ∆t gives two decimal places in the error bound.

Note that we can write (3) in a single line as

x̃(n∆t) = xn+1 = xn +
1

2
[f(xn) + f(xn + f(xn)∆t)] ∆t.

It is worth noting that, in addition to looking very cluttered, we should
get comfortable with decomposing these operations into steps—it will be
necessarily for the more complicated procedures we will describe now.

3 Runge-Kutta method

Consider the following method, which is an implementation of the fourth-
order Runge-Kutta method. (This method comes from approximating the
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integral in the third method for numerical approximation using the Simp-
son’s Rule.) In this method, we define the quantities

k1 = f(xn)∆t

k2 = f(xn +
1

2
k1)∆t

k3 = f(xn +
1

2
k2)∆t

k4 = f(xn + k3)∆t

(4)

and then update the system with

x̃(n∆t) = xn+1 = xn +
1

6
(k1 + 2k2 + 2k3 + k4) . (5)

While this method looks prohibitively complicated at first glance, it can be
shown to converge must faster as ∆t decreases than either the forward Euler
or improve Euler methods. In fact, it is an O((∆t)4) method, so that each
decimal place in ∆t gives four decimal places in the error bound. This comes
at the expense of having to compute four intermediate values before even
getting the equation for the next value along our numerical solution.

4 Examples

Example 1: Rederive numerical solutions for the initial value problem

dx

dt
= x, x(0) = 1

with the improved Euler and Runge-Kutta numerical methods. Do this for
the values ∆t = 0.5, ∆t = 0.1, and ∆t = 0.01. Compare how close these
values are to the exact value of x(1) = e.

Solution: For illustration, we compute the approximation for ∆t = 0.5
by hand for the improved Euler method, and the first time-step only for the
Runge-Kutta method. For the improved Euler method, we have

k = x0 + f(x0)∆t = (1) + (1)(0.5) = 1.5

x1 = x0 +
1

2
[f(x0) + f(k)] ∆t = (1) +

1

2
[(1) + (1.5)] (0.5) = 1.625

and

k = (1.625) + (1.625)(0.5) = 2.4375

x2 = (1.625) +
1

2
[(1.625) + (2.4375)] (0.5) = 2.640625.
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We can already see that this is a significant improvement compared to the
forward Euler method.

Now consider a single time-step of the Runge-Kutta method. We have

k1 = f(x0)∆t

= (1)(0.5) = 0.5

k2 = f(x0 +
1

2
k1)∆t

= f(1.25)(0.5)

= (1.25)(0.5) = 0.625

k3 = f(x0 +
1

2
k2)∆t

= f(1.3125)(0.5)

= (1.3125)(0.5) = 0.65625

k4 = f(xn + k3)∆t

= f(1.65625)(0.5)

= (1.65625)(0.5) = 0.828125

x1 = x0 +
1

6
(k1 + 2k2 + 2k3 + k4)

= (1) +
1

6
((0.5) + 2(0.625) + 2(0.65625) + (0.828125))

= 1.6484375.

While we should feel slightly overwhelmed by the sheer among of algebra we
have performed, we should also feel slightly satisfied that this approximation
is, in fact, the closest of the three methods to the actual value of e1/2 =
1.648721270700128. We see the performance of the three methods, compared
for the time-step ∆t = 0.5, in Figure 3. The complete list of approximations
for various ∆t are contained in the following tables. We should notice that
the Runge-Kutta method computed nearly 15 decimal places of precision in
only 1000 steps, whereas our earlier discussion of the forward Euler method
suggested it would take 10 quadrillion steps to compute the same precision.
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Figure 3: Initial value problem (1) is numerically integrated from t = 0 to
t = 1 with the step size ∆t = 0.5 with the forward Euler method (green),
improved Euler method (blue), and fourth-order Runge-Kutta method (red).
Figure plotted with MATLAB.

∆t x̃(1) error steps

0.5 2.640625 0.077656828459046 2
0.1 2.714080846608224 0.004200981850822 10
0.01 2.718236862559957 0.000044965899088 100
0.001 2.718281375751763 0.000000452707282 1000

Table 2: Performance of the improved Euler numerical method for various
values of ∆t.

∆t x̃(1) error steps

0.5 2.717346191406250 0.000935637052795 2
0.1 2.718279744135166 0.000002084323879 10
0.01 2.718281828234404 0.000000000224642 100
0.001 2.718281828459025 0.000000000000020 1000

Table 3: Performance of the Runge-Kutta numerical method for various
values of ∆t.
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Example 2: Use a computer to estimate the value of x(5) for the initial
value problem

dx

dt
= e−x − cos(x), x(0) = 1. (6)

Use the forward Euler, improved Euler, and Runge-Kutta numerical meth-
ods with the step size ∆t = 1.

Solution: The three procedures can be implemented using the code on
the course website. The results are contained in Figure 4.
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Figure 4: Initial value problem (6) is numerically integrated from t = 0 to t =
5 with the step size ∆t = 1 with the forward Euler method (green), improved
Euler method (blue), and fourth-order Runge-Kutta method (black). Figure
plotted with MATLAB.

We should note that, for this example, we do not have an exact solution
to compare to! We cannot separate and integrate this expression. The
previous example should, however, convince us that, even though we do
not have an exact value to compare to, we should trust the value from
the Runge-Kutta method more than the other two methods. The correct
value, up to 15 decimal places of precision, is x(5) = 0.048082349437969
while the approximations are x̃(5) = 0.008319749183774 (forward Euler),
x̃(5) = 0.076421193284876, and x̃(5) = 0.048927844072527 (Runge-Kutta).
We can see that the competition wasn’t even close: the Runge-Kutta method
is the closest by a mile.
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